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Types	of	problems	and	tasks

•supervised	learning	
learn	a	general	rule	that	maps	inputs	to	outputs	from	examples	
examples:	classification,	function	approximation	(regression)	

•unsupervised	learning		
find	structure	in	input	data	only	(no	outputs	(labels)	are	given)	
examples:		dimension	reduction,	discovering	hidden	patterns	in	data	

•reinforcement	learning	
learning	a	task	with	feedback	(rewards,	punishment)	
example:		algorithms	interacting	with	some	environment,		
																			e.g.	playing	a	game	against	an	opponent	

Machine	Learning
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Classification

Support	Vector	Methods
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Support	Vector	Classification

Support	Vector	Methods

Kernel	based	methods	–	StaCsCcal	Learning	theory	–	Machine	Learning

Developed	in	the	1960s	by	Vapnik,	Lerner	and	Chervonenkis

classifica&on	
paXern	recogni&on

regression	
modeling

Support	Vector	Machines	(SVM) Support	Vector	Regression	(SVR)

SVC

Support Vektor Methoden

Kernbasierte Methoden – Statistische Lerntheorie – Maschinelles Lernen

In den 60ger Jahren von Vapnik, Lerner und Chervonenkis entwickelt,
seit 90ger Jahre praktische Umsetzung www.kernel-machines.org
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In den 60ger Jahren von Vapnik, Lerner und Chervonenkis entwickelt,
seit 90ger Jahre praktische Umsetzung www.kernel-machines.org
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Support	Vector	ClassificaCon	

not	linearly	separable

SVC

Support Vektor Klassifikation

Linear separierbar

Nicht linear separierbar

Entscheidungsgrenze: Kreis

Transformation in höherdimensionalen Raum

–Ebene entspricht –Kreis

Für :

Entscheidungsgrenze: Ebenedecision	border:		circle

Classification

Identify	objects	from	two	or	more	classes	using	supervised	learning.

Nonlinearly	separable	problems	can	often	be	solved	as	linear	
separation	problems	in	high	dimensions.

linearly	separable

SVC

Support Vektor Klassifikation

Linear separierbar

Nicht linear separierbar

Entscheidungsgrenze: Kreis

Transformation in höherdimensionalen Raum

–Ebene entspricht –Kreis

Für :

Entscheidungsgrenze: Ebene

decision	border:	line
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Support	Vector	ClassificaCon	

SVC

Support Vektor Klassifikation

Linear separierbar

Nicht linear separierbar

Entscheidungsgrenze: Kreis

Transformation in höherdimensionalen Raum

–Ebene entspricht –Kreis

Für :

Entscheidungsgrenze: Ebenedecision	border:		circle

z = �(x) = (x2
1,

�
2x1x2, x

2
2)

Transformation	to	a	higher	dimensional	space

SVC

Support Vektor Klassifikation

Linear separierbar

Nicht linear separierbar

Entscheidungsgrenze: Kreis

Transformation in höherdimensionalen Raum

–Ebene entspricht –Kreis

Für :

Entscheidungsgrenze: Ebenedecision	border:		plane

x	-	circle		—>			z -	plane
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w1x
2
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�
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Support	Vector	ClassificaCon	

Linear	Support	Vector	Machines	SVC

Lineare Support Vektor Maschinen

-b / ||w||2 d+
d-

H

w

Trainingsdaten

trennende Hyperebene

k ürzester Abstand von zu +1
k ürzester Abstand von zu -1

= Rand (Saum, margin)
SVM bestimmt Hyperebene mit
größtem Rand

Angenommen, die Trainingsdaten erf üllen
folgende Bedingung

f ür
f ür

oder zusammengefaßt

(1)

Punkte und , f ür die die Gleichungen
bzw.

gelten, liegen auf den Hyperebenen
bzw. und haben einen senkrechten
Abstand

Rand

Minimiere unter Randbedingung (1)

training	data {(xn, yn)} xn � Rd yn � {�1, +1}

separating	hyperplane	H: �w,x� + b = 0

SVM	determines	hyperplane	H	with	largest	margin.

d+

d�

=	shortest	distance	between	H	and	+1

=	shortest	distance	between	H	and	-1

d+ + d� =	margin

labels
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Support	Vector	ClassificaCon	

Linearly	separable	data

Assume	training	data	fulfill	conditions:

�w,xn� + b � +1

�w,xn� + b � �1

yn = +1

yn = �1
if

if

SVC

Lineare Support Vektor Maschinen

-b / ||w||2 d+
d-

H

w

Trainingsdaten

trennende Hyperebene

k ürzester Abstand von zu +1
k ürzester Abstand von zu -1

= Rand (Saum, margin)
SVM bestimmt Hyperebene mit
größtem Rand

Angenommen, die Trainingsdaten erf üllen
folgende Bedingung

f ür
f ür

oder zusammengefaßt

(1)

Punkte und , f ür die die Gleichungen
bzw.

gelten, liegen auf den Hyperebenen
bzw. und haben einen senkrechten
Abstand

Rand

Minimiere unter Randbedingung (1)

Points																						for	which	the	conditions	

⟨w,x+⟩+ b = +1 ⟨w,x−⟩+ b = −1

x+,x−

hold	lie	on	the	hyperplanes	H+	and	H-	and	have	a	transversal	distance

and

⟨ w

∥w∥ ,x+ − x−⟩ =
2

∥w∥ = margin.

or	summarized:

yn(⟨w,xn⟩+ b)− 1 ≥ 0 (1)

Minimize											with	constraint	(1).∥w∥

H+

H-
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Support	Vector	ClassificaCon	

Constrained	minimization	using	Lagrange	multipliers

L =
1

2
∥w∥2 −

N!

n=1

αnyn(⟨w,xn⟩+ b) +
N!

n=1

αn

Lagrange	function

with	positive	Lagrange	multipliers αn

Minimize	L with	respect	to	w	and	b	under	condition

∀n :
∂L

∂αn
= 0, αn ≥ 0 (C1)
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Support	Vector	ClassificaCon	

Dual	problem
Maximize	L under	condition

SVC

Lagrange Formulierung
Duales Problem (Wolfe)

Maximiere unter der Bedingung

Das Maximum von bez üglich dieser Nebenbedingung tritt bei den gleichen Wer-
ten , , auf, wie das Minimum von bez üglich der Nebenbedingung .

Nebenbedingung eingesetzt in Lagrange Funktion

Punkte mit heißen Support Vektoren und liegen auf den Hyperebenen bzw.
(“kritische Fälle”). Punkte mit haben keinen Einfluß auf das Ergebnis.

SVC

Lagrange Formulierung
Duales Problem (Wolfe)

Maximiere unter der Bedingung

Das Maximum von bez üglich dieser Nebenbedingung tritt bei den gleichen Wer-
ten , , auf, wie das Minimum von bez üglich der Nebenbedingung .

Nebenbedingung eingesetzt in Lagrange Funktion

Punkte mit heißen Support Vektoren und liegen auf den Hyperebenen bzw.
(“kritische Fälle”). Punkte mit haben keinen Einfluß auf das Ergebnis.

Constraint	substituted	in	Lagrange	function:

Minimum	of	L	under	constraint	(C1)	and	maximum	of	L under	(C2)	
occur	at	the	same	values	of																			.	w, b,αn

Points									with																	are	called	support	vectors	and	lie	on	the	hyperplanes	αn > 0xn

Points	with																		have	no	impact	on	the	solution.αn = 0
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Support	Vector	ClassificaCon	

Nonlinear	Support	Vector	Machines	
SVC

Nichtlineare Support Vektor Maschinen
Daten treten in Lagrange Funktion

nur im Skalarprodukt auf. Angenommen, die Daten w ürden zun̈achst in einen (evtl. un-
endlich dimensionalen) euklidischen Raum abgebildet:

Das Separationsproblem in beruht dann auf

Gibt es zu eine Kernfunktion mit:

so kann diese im Training verwendet werden (ohne daß man kennt oder berechnet!).

Data	points										occur	in	the	Lagrange	functionxn

only	in	scalar	products	⟨xn,xm⟩

The	separation	problem	in							depends	only	on																																				.	H ⟨Φ(xn),Φ(xm)⟩

Assume	that	the	data	are	transformed	to	a	high	dimensional	vector	space

Φ : Rd → H
x → Φ(x)

H
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Support	Vector	ClassificaCon	

Nonlinear	Support	Vector	Machines	

then	this	can	be	used	to	perform	all	computations	even	in	cases		
where	the	transformation	Φ is	unknown.

If	a	kernel	function	K	exists	for	Φ,	such	that

K(xn,xm) = ⟨Φ(xn),Φ(xm)⟩
SVC

Nichtlineare Support Vektor Maschinen
Beispiel:

gehört zu einem (unbekannten) , bei dem unendlich dimensional ist.

Beim Test eines unbekannten Datenpunktes

sgn sgn

benötigt man

eingesetzt in :

Auch hier kann die explizite Berechnung von vermieden werden.

Example:

corresponds	to	an	“unknown”	transformation	Φ where							is	infinite	
dimensional.

H
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Support	Vector	ClassificaCon	

To	test	a	new	data	point Φ(x)

w =
N!

n=1

αnynΦ(xn)

we	substitute:

Explicit	computation	of											is	not	required.Φ(x)

sgn(f(x)) = sgn(⟨w,Φ(x)⟩+ b) =?

in	f:

f(x) =
N!

n=1

αnyn⟨Φ(xn),Φ(x)⟩+ b =
N!

n=1

αnynK(xn,x) + b
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Support	Vector	ClassificaCon	

Nonlinear	Support	Vector	Machines

L (low	dimensional)	input	space
H high	dimensional	feature	spaceΦ : L → H

transformation

nonlinear	separation	in	 linear	separation	in	L H
computed	in						via	kernel	functionsL

Mercer’s	Theorem:		Existence	of															for	a	given	kernel	K(Φ,H)
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Support	Vector	ClassificaCon	

Neither						nor						are	uniquely	determined	by	the	kernel	HΦ K

Example

L = R2

H = R4

Φ(x) = (x2
1,
√
2x1x2, x

2
2)

Given: and K(xn,xm) = ⟨xm,xm⟩2

H = R3

Φ(x) =
1√
2
(x2

1 − x2
2, 2x1x2, x

2
1 + x2

2) H = R3

Φ(x) = (x2
1, x1x2, x1x2, x

2
2)

This	kernel	describes	the	following	transformations:
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T.	Hastie	et	al.,	The	Elements	of	Statistical	Learning,	Springer	Verlag

Support	Vector	ClassificaCon	

In	general	data	sets	may	be	not	linearly	separable	even	in	high	
dimensions	due	to	outliers.	To	cope	with	this	case	slack	variables	
have	to	be	introduced.	

http://www.kernel-machines.org/				outdated!

http://www.kernel-machines.org/


Introduction	to	the	Physics	of	Complex	Systems,	WS	2016/2017	
U.	Parlitz,	R.	Fleischmann,	and	K.	Alim,		Institute	for	Nonlinear	Dynamics10.01.2017 17

Dimension	Reduction
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Dimension	Reduction

(Linear)	Dimension	Reduction

Principal	Component	Analysis		(PCA)		
	=	Karhunen-Loève	Transformation	(KLT)	=	Singular	Systems	Analysis		

Task:				
Find	a	suitable	basis	for	this	subspace	and	describe	location	of	points	
with	respect	to	this	new	coordinate	system.	

Given:	Points	(e.g.,	reconstructed	states)																				,	
													which	are	scattered	in	or	close	to	a	linear	subspace.		
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PCA	/	KLT

Find	new	coordinate	system	=			
																														-	new	(orthogonal)	basis	
																														-	new	origin		
providing	an	``optimal’’	low	dimensional	representation	of	the	points.															

Coordinates	with	respect	to	new	basis

Dimension	Reduction
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PCA	/	KLT

Coordinates	with	respect	to	new	basis

Approximation	using	the		
first	k < d	basis	vectors,	only:

Approximation	error:

Dimension	Reduction

xn,k =
k�

j=1

�xn � a,bj�bj

xn =
d�

j=1

�xn � a,bj�bj

Ek =

���� 1

N

N�

n=1

�xn,k � xn�2
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Karhunen–Loève	Theorem	:

The	approximation	error							is	minimal	if:

center	of	mass	of	the	set	of	points

eigenvectors	of	the	k	largest	eigenvalues	of	the		
													covariance	matrix

C		is	symmetric,	basis	vectors	are	obtained	via	diagonalisation	or	SVD

where

Dimension	Reduction
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such	that:

Basis	computation	via	Singular-Value-Decomposition	(SVD)

Use	point	coordinates	as	rows	of	a	new														matrix	X:		

d		=	dimension	
N		=	number	of	points

N		>	d:
SVD		 basis	=	columns	of	V

N		<	d:
SVD		 basis	=	columns	of	U

Dimension	Reduction

Numerical Recipes,http://www2.units.it/ipl/students_area/imm2/files/Numerical_Recipes.pdf

http://www2.units.it/ipl/students_area/imm2/files/Numerical_Recipes.pdf
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Broomhead-King	coordinates

trajectory	matrix:

D.S.	Broomhead	and	G.P.	King,	Physica	D	20,	217-235	(1986)

PCA/KLT	in	delay	reconstruction	space	

points:

time	series:

subtract	mean	value: with

with:

matrix

Dimension	Reduction
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BK	coordinates

Example	Rössler	system d	=	15 N	=	20001

Singular	values	of	the	trajectory	matrix	
from	a	x	time	series

Dimension	Reduction



BE-OPTICAL - Second School - Toruń, May 2-5, 2017 U. Parlitz 25

BK	coordinates

Example	Rössler	system d	=	15 N	=	20001

Attractor	reconstruction	using	the	first	three	columns	of	the	matrix	U	

Dimension	Reduction

Original	attractor
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Nonlinear	Dimension	Reduction

Dimension	Reduction
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Nonlinear	Dimension	Reduction

High	dimensional	data	may	possess	only	few	degrees	of	freedom

Example:	

Images		(4096	pixels)	
of	a	head	with		
3	degrees	of	freedom:	
• left	-	right	
• up	-	down		
• direction	of	
illumination
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Nonlinear	Dimension	Reduction

1000	hand	written	letters	“2”		(28	x	28	pixels)
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Nonlinear	Dimension	Reduction

ISOMAP J.B.	Tenenbaum	et	al.,	Science	290,	2319	(2000)

Example:		Swiss	Roll	Data	Set	

Data	points	are	located	on	a	low	dimensional	manifold	in	input	space	
which	has	to	be	``unfolded’’.

			input	space									à 					description	space			
high	dimensional													low		dimensional
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Nonlinear	Dimension	Reduction

Multidimensional	Scaling	(MDS)
Preserve	distances	between	pairs	of	points	

Determine	configuration	of	
points												which	minimizes	

MDS	works	only	if	the	data	manifold	M	has	a	simple	topology.
Minimization	obtained	as	solution	of	an	eigenvalues	problem.

T.	Hastie	et	al.,	The	Elements	of	Statistical	Learning,	Springer	Verlag
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Nonlinear	Dimension	Reduction

ISOMAP
ISOMAP	is	based	on	MDS	and	aims	at	preserving	intrinsic	geometry	by		
approximating	geodesic	distances	between	points.	

Geodesic	distances:	
					-	close	neighbors:									geodesic	distance	=	Euclidean	distance		
				-		more	distant	points:		geodesic	distance	=	sum	of	Euclidean	distances	of					
																																																																																															neighboring	points	
																																										

Determine	shortest	path	in	a	graph	whose	links	connect	neighboring	points
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Nonlinear	Dimension	Reduction

Meaningful	ordering	of	patterns	(“2”)	is	a	result	of	nearest	neighbor	relations
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Nonlinear	Dimension	Reduction

„Morphing“		
by	interpolation	
in	description	space
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Nonlinear	Dimension	Reduction

Semantic	ordering	of	words	

Words	occurring	in	a	similar	context	
are	grouped	together.

N=5000	words	from		D=31000	
encyclopedia	article

Component	xi
j =	probability	of	

																															word	i 	in	article j
2D	projection	in	a	5D	description	space
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Nonlinear	Dimension	Reduction

Laurens	van	der	Maaten	and	Geoffrey	Hinton,		
Visualizing	Data	using	t-SNE,	
Journal	of	Machine	Learning	Research	9	(2008)	2579-2605		

t-SNE			

StochasCc	Neighbor	Embedding	employing	the	Student	t-distribuCon
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Nonlinear	Dimension	Reduction

VISUALIZING DATA USING T-SNE

2. Stochastic Neighbor Embedding

Stochastic Neighbor Embedding (SNE) starts by converting the high-dimensional Euclidean dis-
tances between datapoints into conditional probabilities that represent similarities.1 The similarity
of datapoint x j to datapoint xi is the conditional probability, p j|i, that xi would pick x j as its neighbor
if neighbors were picked in proportion to their probability density under a Gaussian centered at xi.
For nearby datapoints, p j|i is relatively high, whereas for widely separated datapoints, p j|i will be
almost infinitesimal (for reasonable values of the variance of the Gaussian, σi). Mathematically, the
conditional probability p j|i is given by

p j|i =
exp

!
−∥xi− x j∥2/2σ2i

"

∑k ̸=i exp
!
−∥xi− xk∥2/2σ2i

" , (1)

where σi is the variance of the Gaussian that is centered on datapoint xi. The method for determining
the value of σi is presented later in this section. Because we are only interested in modeling pairwise
similarities, we set the value of pi|i to zero. For the low-dimensional counterparts yi and y j of the
high-dimensional datapoints xi and x j, it is possible to compute a similar conditional probability,
which we denote by q j|i. We set2 the variance of the Gaussian that is employed in the computation
of the conditional probabilities q j|i to 1√

2 . Hence, we model the similarity of map point y j to map
point yi by

q j|i =
exp

!
−∥yi− y j∥2

"

∑k ̸=i exp(−∥yi− yk∥2)
.

Again, since we are only interested in modeling pairwise similarities, we set qi|i = 0.
If the map points yi and y j correctly model the similarity between the high-dimensional data-

points xi and x j, the conditional probabilities p j|i and q j|i will be equal. Motivated by this observa-
tion, SNE aims to find a low-dimensional data representation that minimizes the mismatch between
p j|i and q j|i. A natural measure of the faithfulness with which q j|i models p j|i is the Kullback-
Leibler divergence (which is in this case equal to the cross-entropy up to an additive constant). SNE
minimizes the sum of Kullback-Leibler divergences over all datapoints using a gradient descent
method. The cost functionC is given by

C =∑
i
KL(Pi||Qi) =∑

i
∑
j
p j|i log

p j|i
q j|i

, (2)

in which Pi represents the conditional probability distribution over all other datapoints given data-
point xi, and Qi represents the conditional probability distribution over all other map points given
map point yi. Because the Kullback-Leibler divergence is not symmetric, different types of error
in the pairwise distances in the low-dimensional map are not weighted equally. In particular, there
is a large cost for using widely separated map points to represent nearby datapoints (i.e., for using

1. SNE can also be applied to data sets that consist of pairwise similarities between objects rather than high-dimensional
vector representations of each object, provided these simiarities can be interpreted as conditional probabilities. For
example, human word association data consists of the probability of producing each possible word in response to a
given word, as a result of which it is already in the form required by SNE.

2. Setting the variance in the low-dimensional Gaussians to another value only results in a rescaled version of the final
map. Note that by using the same variance for every datapoint in the low-dimensional map, we lose the property
that the data is a perfect model of itself if we embed it in a space of the same dimensionality, because in the high-
dimensional space, we used a different variance σi in each Gaussian.

2581

pi|i = 0

xi, xj data	points	in	a	high	dimensional	(input)	space

t-SNE		

Similarity	of									and								is	defined	/	characterized	by	the	
conditional	probability

xi xj

yi, yj low	dimensional	counterparts	/	representations	of	xi, xj

Similarity	of									and							yi yj

VISUALIZING DATA USING T-SNE

that are at a moderate distance from datapoint i will have to be placed much too far away in the
two-dimensional map. In SNE, the spring connecting datapoint i to each of these too-distant map
points will thus exert a very small attractive force. Although these attractive forces are very small,
the very large number of such forces crushes together the points in the center of the map, which
prevents gaps from forming between the natural clusters. Note that the crowding problem is not
specific to SNE, but that it also occurs in other local techniques for multidimensional scaling such
as Sammon mapping.

An attempt to address the crowding problem by adding a slight repulsion to all springs was pre-
sented by Cook et al. (2007). The slight repulsion is created by introducing a uniform background
model with a small mixing proportion, ρ. So however far apart two map points are, qi j can never fall
below 2ρ

n(n−1) (because the uniform background distribution is over n(n−1)/2 pairs). As a result, for
datapoints that are far apart in the high-dimensional space, qi j will always be larger than pi j, leading
to a slight repulsion. This technique is called UNI-SNE and although it usually outperforms stan-
dard SNE, the optimization of the UNI-SNE cost function is tedious. The best optimization method
known is to start by setting the background mixing proportion to zero (i.e., by performing standard
SNE). Once the SNE cost function has been optimized using simulated annealing, the background
mixing proportion can be increased to allow some gaps to form between natural clusters as shown
by Cook et al. (2007). Optimizing the UNI-SNE cost function directly does not work because two
map points that are far apart will get almost all of their qi j from the uniform background. So even
if their pi j is large, there will be no attractive force between them, because a small change in their
separation will have a vanishingly small proportional effect on qi j. This means that if two parts of
a cluster get separated early on in the optimization, there is no force to pull them back together.

3.3 Mismatched Tails can Compensate for Mismatched Dimensionalities

Since symmetric SNE is actually matching the joint probabilities of pairs of datapoints in the high-
dimensional and the low-dimensional spaces rather than their distances, we have a natural way
of alleviating the crowding problem that works as follows. In the high-dimensional space, we
convert distances into probabilities using a Gaussian distribution. In the low-dimensional map, we
can use a probability distribution that has much heavier tails than a Gaussian to convert distances
into probabilities. This allows a moderate distance in the high-dimensional space to be faithfully
modeled by a much larger distance in the map and, as a result, it eliminates the unwanted attractive
forces between map points that represent moderately dissimilar datapoints.

In t-SNE, we employ a Student t-distribution with one degree of freedom (which is the same
as a Cauchy distribution) as the heavy-tailed distribution in the low-dimensional map. Using this
distribution, the joint probabilities qi j are defined as

qi j =
!
1+∥yi− y j∥2

"−1

∑k ̸=l (1+∥yk− yl∥2)−1
. (4)

We use a Student t-distribution with a single degree of freedom, because it has the particularly
nice property that

!
1+∥yi− y j∥2

"−1 approaches an inverse square law for large pairwise distances
∥yi− y j∥ in the low-dimensional map. This makes the map’s representation of joint probabilities
(almost) invariant to changes in the scale of the map for map points that are far apart. It also means
that large clusters of points that are far apart interact in just the same way as individual points, so the
optimization operates in the same way at all but the finest scales. A theoretical justification for our
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t-SNE	aims	to	find	a	low-dimensional	data	representa&on	that	
minimizes	the	mismatch	between																					and																				by	
minimizing	the	sum	of	Kullback-Leibler	divergences	over	all	data	
points	using		gradient	descent.

qj|i = 0pj|i = 0

VISUALIZING DATA USING T-SNE

2. Stochastic Neighbor Embedding

Stochastic Neighbor Embedding (SNE) starts by converting the high-dimensional Euclidean dis-
tances between datapoints into conditional probabilities that represent similarities.1 The similarity
of datapoint x j to datapoint xi is the conditional probability, p j|i, that xi would pick x j as its neighbor
if neighbors were picked in proportion to their probability density under a Gaussian centered at xi.
For nearby datapoints, p j|i is relatively high, whereas for widely separated datapoints, p j|i will be
almost infinitesimal (for reasonable values of the variance of the Gaussian, σi). Mathematically, the
conditional probability p j|i is given by

p j|i =
exp

!
−∥xi− x j∥2/2σ2i

"

∑k ̸=i exp
!
−∥xi− xk∥2/2σ2i

" , (1)

where σi is the variance of the Gaussian that is centered on datapoint xi. The method for determining
the value of σi is presented later in this section. Because we are only interested in modeling pairwise
similarities, we set the value of pi|i to zero. For the low-dimensional counterparts yi and y j of the
high-dimensional datapoints xi and x j, it is possible to compute a similar conditional probability,
which we denote by q j|i. We set2 the variance of the Gaussian that is employed in the computation
of the conditional probabilities q j|i to 1√

2 . Hence, we model the similarity of map point y j to map
point yi by

q j|i =
exp

!
−∥yi− y j∥2

"

∑k ̸=i exp(−∥yi− yk∥2)
.

Again, since we are only interested in modeling pairwise similarities, we set qi|i = 0.
If the map points yi and y j correctly model the similarity between the high-dimensional data-

points xi and x j, the conditional probabilities p j|i and q j|i will be equal. Motivated by this observa-
tion, SNE aims to find a low-dimensional data representation that minimizes the mismatch between
p j|i and q j|i. A natural measure of the faithfulness with which q j|i models p j|i is the Kullback-
Leibler divergence (which is in this case equal to the cross-entropy up to an additive constant). SNE
minimizes the sum of Kullback-Leibler divergences over all datapoints using a gradient descent
method. The cost functionC is given by

C =∑
i
KL(Pi||Qi) =∑

i
∑
j
p j|i log

p j|i
q j|i

, (2)

in which Pi represents the conditional probability distribution over all other datapoints given data-
point xi, and Qi represents the conditional probability distribution over all other map points given
map point yi. Because the Kullback-Leibler divergence is not symmetric, different types of error
in the pairwise distances in the low-dimensional map are not weighted equally. In particular, there
is a large cost for using widely separated map points to represent nearby datapoints (i.e., for using

1. SNE can also be applied to data sets that consist of pairwise similarities between objects rather than high-dimensional
vector representations of each object, provided these simiarities can be interpreted as conditional probabilities. For
example, human word association data consists of the probability of producing each possible word in response to a
given word, as a result of which it is already in the form required by SNE.

2. Setting the variance in the low-dimensional Gaussians to another value only results in a rescaled version of the final
map. Note that by using the same variance for every datapoint in the low-dimensional map, we lose the property
that the data is a perfect model of itself if we embed it in a space of the same dimensionality, because in the high-
dimensional space, we used a different variance σi in each Gaussian.
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the low-dimensional map qi j are given by

qi j =
exp

!
−∥yi− y j∥2

"

∑k ̸=l exp(−∥yk− yl∥2)
, (3)

The obvious way to define the pairwise similarities in the high-dimensional space pi j is

pi j =
exp

!
−∥xi− x j∥2/2σ2

"

∑k ̸=l exp(−∥xk− xl∥2/2σ2)
,

but this causes problems when a high-dimensional datapoint xi is an outlier (i.e., all pairwise dis-
tances ∥xi− x j∥2 are large for xi). For such an outlier, the values of pi j are extremely small for
all j, so the location of its low-dimensional map point yi has very little effect on the cost function.
As a result, the position of the map point is not well determined by the positions of the other map
points. We circumvent this problem by defining the joint probabilities pi j in the high-dimensional
space to be the symmetrized conditional probabilities, that is, we set pi j =

p j|i+pi| j
2n . This ensures that

∑ j pi j > 1
2n for all datapoints xi, as a result of which each datapoint xi makes a significant contri-

bution to the cost function. In the low-dimensional space, symmetric SNE simply uses Equation 3.
The main advantage of the symmetric version of SNE is the simpler form of its gradient, which is
faster to compute. The gradient of symmetric SNE is fairly similar to that of asymmetric SNE, and
is given by

δC
δyi

= 4∑
j
(pi j−qi j)(yi− y j).

In preliminary experiments, we observed that symmetric SNE seems to produce maps that are just
as good as asymmetric SNE, and sometimes even a little better.

3.2 The Crowding Problem

Consider a set of datapoints that lie on a two-dimensional curved manifold which is approximately
linear on a small scale, and which is embedded within a higher-dimensional space. It is possible to
model the small pairwise distances between datapoints fairly well in a two-dimensional map, which
is often illustrated on toy examples such as the “Swiss roll” data set. Now suppose that the mani-
fold has ten intrinsic dimensions5 and is embedded within a space of much higher dimensionality.
There are several reasons why the pairwise distances in a two-dimensional map cannot faithfully
model distances between points on the ten-dimensional manifold. For instance, in ten dimensions,
it is possible to have 11 datapoints that are mutually equidistant and there is no way to model this
faithfully in a two-dimensional map. A related problem is the very different distribution of pairwise
distances in the two spaces. The volume of a sphere centered on datapoint i scales as rm, where r is
the radius and m the dimensionality of the sphere. So if the datapoints are approximately uniformly
distributed in the region around i on the ten-dimensional manifold, and we try to model the dis-
tances from i to the other datapoints in the two-dimensional map, we get the following “crowding
problem”: the area of the two-dimensional map that is available to accommodate moderately distant
datapoints will not be nearly large enough compared with the area available to accommodate nearby
datapoints. Hence, if we want to model the small distances accurately in the map, most of the points

5. This is approximately correct for the images of handwritten digits we use in our experiments in Section 4.
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Example

MNIST data set:    6000 (out of 60,000) grayscale images         
                               of handwritten digits (28 × 28 = 784 pixels) 
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(a) Visualization by t-SNE.

 

 

(b) Visualization by Sammon mapping.

Figure 2: Visualizations of 6,000 handwritten digits from the MNIST data set.
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(a) Visualization by Isomap.

 

 

(b) Visualization by LLE.

Figure 3: Visualizations of 6,000 handwritten digits from the MNIST data set.
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